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OVERVIEW

Network Function Virtualization (NFV) is dramatically changing the way 

we design, build and operate networks, and has gained tremendous 

attention in the industry with its aim for elastic scaling of capacity, capex 

predictability, rapid and fl exible applications/services deployment. As 

one of the key components in NFV, virtual switch (vSwitch) connects 

virtual machines where applications are running and its performance has 

become essential to the success of NFV deployment. 

Xena Networks is working closely with Open Platform for NFV (OPNFV) 

community on the vSwitch Performance (VSPerf) project towards a 

generic and architecture agnostic vSwitch performance benchmarking 

and test framework. It will serve as a basis for validating the suitability 

of different vSwitch implementations in a telco NFV deployment 

environment.

Virtual Switch Performance Benchmarking
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“VSPerf is dedicated to 

benchmarking one of 

the key components of 

Network Function 

Virtualization (NFV) – 

the virtual switch.”



INTRODUCTION

The relentless pace of innovation in networking and information technologies is driving service 

providers and developers to redefi ne how to bring services and applications to users. Started in 2012, 

Network Function Virtualization (NFV) has gained tremendous attention in the industry with its aim for 

elastic scaling of capacity, capex predictability, rapid and fl exible applications/services deployment. 

The vision is to decouple application software from custom hardware and run on commercial off-

the-shelf hardware – vendor neutrality. Moving in this direction, various aspects of NFV are under 

constant development, improvement, and validation. As one of the cornerstones of NFV, virtual 

switch (vSwitch) is the key element of providing high-performance connectivity between virtual 

machines where applications are running. Different vendors have developed various solutions for 

high-performance vSwitch with the common purpose of providing high throughput and low latency. 

The open source community, as well as Xena Networks, is currently working towards a generic 

performance benchmarking and testing framework for vSwitch for the success of NFV deployment and 

application innovation.

NETWORK FUNCTION VIRTUALIZATION

Network Function Virtualization (NFV) is dramatically changing the way we design, build and operate 

networks. It is part of the overall industry shift from traditional custom silicon and purpose-built 

hardware towards network and application virtualization. Service providers now have the possibilities 

to deliver new services to their customers more quickly while reducing both operation and capital 

expenditures.

NFV decouples the network functions, such as fi rewall, load balancer, DNS, storage, switch, router, 

broadband remote access server (BRAS), mobile packet gateway, etc., from proprietary hardware 

appliances. It replaces the need for custom hardware with virtual servers running on a cloud platform 

on commercial off-the-shelf (COTS) hardware, as illustrated in Figure 1.

NFV is different from SDN in that SDN separates the control and data planes of the network and 

provides a centralized perspective of a distributed network for service automation and orchestration, 

while NFV focuses on optimizing the networking services themselves. The advancement of these 

technologies is the key to keeping networks evolving and capable of innovations of all the devices 

connected. This is demonstrated through groups like the Open Networking Foundation (ONF), the 

OpenDaylight Project, and ETSI NFV, and various open source projects they collaborate on.

The OPNFV project, led by the Linux Foundation and working closely with ETSI NFV, is dedicated to 

delivering a standard reference architecture for the deployment of carrier-grade NFV environments. 

Testing is indispensable to the success of the project and real-world deployments, as demonstrated 

by many test-related subprojects of OPNFV. As one of those subprojects, VSPerf, is dedicated to 

benchmarking one of the key components of NFV, the virtual switch.
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Figure 1. Vision for Network Function Virtualization
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VIRTUAL SWITCH

For the successful deployment of NFV, the most important 

aspect is network connectivity. The virtual switch (vSwitch), 

a software component by nature of the standard x86 

environment, is the broker of all network communications 

within a server and to the outside world. Shown in 

Figure 2, it connects physical Ethernet ports to virtual 

services, multiplexes services onto VLANs, and connects 

virtual services to other virtual services internally. Like its 

counterpart, the physical Ethernet switch, a vSwitch connects 

multiple nodes, virtual machines, and this brings challenges.

Since the network’s access layer is pulled into the hypervisor 

in a virtualized environment, vSwitches must act similarly 

to physical switches, forwarding frames based on MAC 

addresses. With a physical switch, when a dedicated network 

cable or switch port fail, only one server goes down. 

However, in the virtualization environment, one cable could 

provide connectivity to 10 or more VMs. One cable failure 

could cause a loss of connectivity to multiple VMs. What is 

more, one vSwitch handles traffi c of multiple VMs and that requires more computing resources from 

the hosting hardware, which could cause performance degradation if the architecture is not well 

designed.

In its basic variant, the vSwitch moves packets by copying them around, from Ethernet network 

interface card (NIC) to kernel memory, from kernel memory to user memory and vice versa. The 

switch back to software switching could be considered a step backward from the fast processing of 

hardware switching. The challenges of this problem Is one of the biggest obstacles to overcome.

Initially, vendors provided a simplistic solution to the low-speed problem to get large-scale 

throughput, vSwitch circumvention. This solution allows the virtualized network functions (VNF) to 

access the hardware directly, also know as passthrough. In spite of a great marketing invention, the 

passthrough solution, such as Single-Root Input/Output Virtualization (SR-IOV), violates a number of 

layer abstraction models and does not allow service chaining, thus becomes a hindrance to virtual 

function mobility.

In recent times, there has been a lot of focus on vSwitch performance improvement and validation. 

Intel has published the open source Data Plane Development Kit (DPDK), which increases packet 

processing performance by moving the processes to userspace over Open vSwitch (OvS) which 

uses kernel space. The OvS project has developed an open source reference implementation 

that supports DPDK for a virtual switch, which is called OVS-DPDK. ADVA has come up with its 

proprietary vSwitch implementation, Ensemble Connector. Cisco has developed its own vSwitch 

implementation, Vector Packet Processing (VPP).
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Figure 2. Application scenario of a virtual switch
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RXENA AND VSPERF ON BENCHMARKING VSWITCH PERFORMANCE

One essential driver for NFV is the ability to run network functions in software on COTS hardware. 

However, a primary concern is the performance of NFV. As the connectivity foundation of NFV, the 

vSwitch is a potential bottleneck that constrains the performance of the NFV.

The vSwitch, running on the COTS platform or server, must be able to provide sustained, aggregated 

high-bandwidth network traffi c to the VNFs. Besides, performance of the VNF-VNF communication 

in a service-chained environment must be maximized in order to ensure that the NFV 

deployments are as cost-effective as the traditional custom hardware. Choosing a vSwitch among 

many implementations and variants and validating its performance is one of the most critical 

aspects when testing VNFs and their performance. Thus, there requires a standard and effective 

benchmarking methodology and framework to test and benchmark the performances of different 

vSwitch implementations.

The VSPerf community, one of the subprojects of OPNFV, has developed modular testing framework, 

which combines traffi c generation, vSwitches, VNFs, and network confi guration test cases. As one 

of the traffi c generation solution providers, Xena is working closely with the VSPerf community to 

support a predictable infrastructure, to evaluate vSwitch in order to identify performance limitations 

and to drive architectural changes to improve vSwitch throughput and determinism.

TEST MATRIX OVERVIEW

Xena has a similar view on the test matrix as VSPerf. The VSPerf test matric mainly draws from 

two RFCs, RFC 2544 Benchmarking Methodology for Network Interconnect Devices, and RFC 

2889 Benchmarking Methodology for LAN Switching Devices. These two RFCs are referenced 

in Benchmarking Virtual Switches in OPNFV1 , a public IETF draft that describes the tests and 

benchmarks used for vSwitch evaluation. 

The test matrix covers the measurement of speed, accuracy, reliability and scale for activating fl ows 

and processing them over a sustained period of time, as summarized in the following table.

See https://tools.ietf.org/html/draft-vsperf-bmwg-vswitch-opnfv-02 
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RMETHOD ACTIVATION OPERATION DE-ACTIVATION

SPEED Activation.RFC2889.Ad-• 
dressLearningRate
Throughput.RFC2889.Address-• 
CachingCapacity
PacketLatency.InitialPacketPro-• 
cessingLatency

Throughput.RFC2544.PacketLossRatio• 
Throughput.RFC2544.PacketLossRate-• 
FrmMod
Throughput.RFC2544.BackToBack-• 
Frames
Throughput.RFC2889.MaxForwardin-• 
gRate
Throughput.RFC2889.ForwardPres-• 
sure
Throughput.RFC2889.Broadcast-• 
FrameForwarding
CPU.RFC2544.0PacketLoss• 

ACCURACY CPDP.Coupling.Flow.Addtion Throughput.RFC2889.ErrorFrames-• 
Filtering
Throughput.RFC2544.Profi le• 

RELIABILITY Throughput.RFC2544.SystemRe-• 
coveryTime
Throughput.RFC2544.ResetTime• 

Throughput.RFC2889.Soak• 
Throughput.RFC2889.SoakFrame-• 
Modifi cation
PacketDelayVariation.RFC3393.Soak• 

SCALE Activation.RFC2889.AddressCach-
ingCapacity

Scalability.RFC2544.0PacketLoss• 
MemoryBandwidth.• 
RFC2544.0PacketLoss.Scalability

METRICS TO COLLECT

Major metrics to collect include:

Throughput for the maximum forwarding rate and bit rate for a constant load without traffi c loss.• 

Packet and Frame Delay Distribution to measure average, min, and max packet and frame delay • 

for constant load.

Packet latency distribution for different packet sizes.• 

Scalability to understand how vSwitch performs as the increase of the number of fl ows, active • 

ports, complexity of the forwarding logic’s confi guration.

Stream Performance (TCP, UDP) to measure bulk data transfer performances.• 

Control and Data Path Coupling to measure, for instance, how long it may take the fi rst packet in • 

a fl ow to be queued for transmission (delay of the initial packet of a fl ow).

CPU and Memory Consumption to understand the vSwitch’s footprint on the system.• 

“Soak” test, where the selected test is conducted over a longer period of time (6-24 hours). The • 

goal is to capture transient changes in performance, which could not be captured in a test of 

shorter duration.
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RBENCHMARKING CONSIDERATIONS

There are some key considerations when benchmarking vSwitch performance:

To compare the performance of vSwitches with their physical counterparts, identical benchmarks • 

are required.

Consistency and repeatability of the test results should be ensured between test runs.• 

To allow for a direct comparison, vSwitches should be benchmarked in a similar way to physical 

switches. It is also important to note that the number of parallel cores needed to achieve 

comparable performance with a give physical device or whether some limit of scale was reached 

before the cores could achieve the comparable level. It is highly likely that the vSwitch is not the 

only application running on the system/device under test (SUT/DUT), thus the CPU utilization, cache 

utilization, and memory usage should be taken into consideration. There are many ways to optimize 

performance on OVS and DPDK with CPU pinning, multi-queue, and segregating resources, all of 

which are confi gurable and can be tested with VSPerf.

TEST DEPLOYMENT SCENARIOS

In order to match real-world deployments, some testing deployment scenarios are defi ned by 

OPNFV VSPerf project:

Physical to Physical (Phy2Phy)• 

VM Loopback (PVP)• 

Two VM Loopback (PVVP)• 

• 

Physical to Physical (Phy2Phy)

The connection is confi gured as Physical port -> vSwitch ->  Physical port. The vSwitch runs on the 

host. The deployment is illustrated in Figure 3.

Packet Generator

Port 1Port 0

DUT

vSwitch

Port 0 Port 1

Figure 3. Phy2Phy
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The connection is confi gured as Physical port -> vSwitch -> VNF -> vSwitch -> Physical port. The 

vSwitch runs on the host. The VM runs DPDK testpmd/L2fwd/Linux Bridge to forward traffi c. Traffi c 

consists of uniform UDP packets. The deployment is illustrated in Figure 4.

Packet Generator

Port 1Port 0

DUT

vSwitch

Port 0 Port 1

Logical Port 0 Logical Port 1

Logical Port 0 Logical Port 1

Hypervisor + VM

Two VM Loopback (PVVP)

The connection is confi gured as Physical port -> vSwitch ->  VNF ->  vSwitch ->  VNF -> vSwitch  

Physical port. The VM runs DPDK testpmd/L2fwd/Linux Bridge to forward traffi c. Traffi c consists of 

uniform UDP packets.  The deployment is illustrated in Figure 5.

Packet Generator

Port 1Port 0

DUT

vSwitch

Port 0 Port 1

0              1
Logical Ports

2              3
Logical Ports

Logical Ports
0             1

Hypervisor + VM

Logical Ports
0             1

Hypervisor + VM

Figure 4. PVP

Figure 5. PVVP
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RXENA ON CHARACTERIZING VSWITCH PERFORMANCE FOR TELCO NFV USE CASES

Xena is actively involved in the OPNFV project Characterize vSwitch Performance for Telco NFV Use 

Cases, where evaluation of a virtual switch is carried out to identity its suitability for a Telco NFV 

environment. The Level Test Design (LTD) document has specifi ed a set of tests to carry out in order to 

objectively measure the current characteristics of a virtual switch in the Network Function Virtualization 

Infrastructure (NFVI) as well as the test pass criteria. Characterizing virtual switches, i.e. the DUT, 

includes measurements of the following performance metrics :

Throughput• 

Packet delay• 

Packet delay variation• 

Packet loss• 

Burst behavior• 

Packet re-ordering• 

Packet correctness• 

Availability and capacity• 

TEST RESULTS FROM REDHAT

Several tests have been carried out by Redhat using Xena traffi c generators, as shown in Table 2 below.

TEST ID Description
PHY2PHY_CONT_ONE_WAY Phy-to-phy continuous stream uni-directional

PHY2PHY_CONT_ONE_WAY_MULTISTREAM Phy-to-phy continuous multiple streams

PHY2PHY_CONT Phy-to-phy continuous stream bi-directional

PHY2PHY_TPUT_MOD_VLAN LTD.Throughput.RFC2544.PacketLossRatioFrame-
Modifi cation

PHY2PHY_TPUT LTD.Throughput.RFC2544.PacketLossRatio

PVP_CONT_ONE_WAY_MULTISTREAM Phy-vSwitch-phy continuous multiple stream

PVP_CONT_ONE_WAY Phy-vSwitch-phy continuous stream uni-direction-
al

PVP_CONT Phy-vSwitch-phy continuous stream bi-directional

PVP_TPUT_ONE_WAY LTD.Throughput.RFC2544.PacketLossRatio uni-
directional

PVP_TPUT LTD.Throughput.RFC2544.PacketLossRatio
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RPHY2PHY_TPUT Test Environment and Results

Some real test results collected by Redhat using Xena traffi c generator for PHY2PHY_TPUT test (LTD.

Throughput.RFC2544.PacketLossRatio) are shown below. The test deployment scenario is shown in 

Figure 6, and results are shown in Figure 7.

Port 1 (10G)Port 0 (10G)

DUT

Port 0 (10G) Port 1 (10G)

NIC: Intel Corporation 
Ethernet 10G 2P X520 

Adapter (rev 01)

NIC: Intel Corporation 
Ethernet 10G 2P X520 
Adapter (rev 01)

CPU: Intel(R) Xeon(R) CPU E5-2637 v3 @ 3.50GHz
Kernel Version : 3.10.0-470.el7.x86_64
CPU cores : 16
Memory : 65759124 kB

OS: redhat 7.3 Maipo

Traffic Generator: Xena, 
Version: Xena2544 v2.43

vSwitch: OvsDpdkVhost

DPDK Version : 
2.2.0

Environment that the test was performed in:
OS: redhat 7.3 Maipo• 
Kernel Version: 3.10.0-470.el7.x86_64• 
NIC(s):• 

Intel Corporation Ethernet 10G 2P X520 Adapter (rev 01)• 
Intel Corporation Ethernet 10G 2P X520 Adapter (rev 01)• 

Board: Dell Inc. 0599V5 [2 sockets]• 
CPU:  Intel(R) Xeon(R) CPU E5-2637 v3 @ 3.50GHz• 
CPU cores: 16• 
Memory: 65759124 kB• 
Virtual Switch Set-up: p2p• 
vswitchperf: GIT tag: 07bab38905cf10cad6987bb9c5b302bbff2c6013• 
Traffi c Generator: Xena, Version: Xena2544 v2.43, GIT tag: None• 
vSwitch: OvsDpdkVhost, Version: None, GIT tag: None• 
DPDK Version: 2.2.0, GIT tag: None• 

Results are obtained using:
10 total CPUs• 
5 virtual CPUs inside the guest• 
4 PMD threads fro DPDK• 
1 DPDK CPU for the vSwtich• 
All the important CPUs were pinned to a single NUMA for optimal performance.• 

Figure 6. Redhat PHY2PHY_TPUT test deployment scenario
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OS: redhat 7.3 Maipo; CPU cores: 16; Virtual Switch Set-up: p2p, Traffi c Generator: Xena, Version: • 

Xena2544 v2.43; vSwitch: OvsDpdkVhost; DPDK Version: 2.2.0; NICs: 2 Intel Corporation Ethernet 

10G 2P X520 Adapter

Figure 7. Real VSPerf test results for PHY2PHYP_TPUT.
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RPVP_TPUT Test Environment and Results

Some real test results collected by Redhat using Xena traffi c generator for PVP_TPUT test (LTD.

Throughput.RFC2544.PacketLossRatio) are shown below. The test deployment scenario is shown in 

Figure 8, and results are shown in Figure 9.

Port 1 (10G)Port 0 (10G)

DUT

Port 0 (10G) Port 1 (10G)

NIC: Intel Corporation 
Ethernet 10G 2P X520 

Adapter (rev 01)

NIC: Intel Corporation 
Ethernet 10G 2P X520 
Adapter (rev 01)

CPU: Intel(R) Xeon(R) CPU E5-2637 v3 @ 3.50GHz
Kernel Version : 3.10.0-470.el7.x86_64
CPU cores : 16
Memory : 65759124 kB

OS: redhat 7.3 Maipo

Traffic Generator: Xena, 
Version: Xena2544 v2.43

vSwitch: OvsDpdkVhost

DPDK Version : 
2.2.0

Logical Port 0

Logical Port 0

Logical Port 1

Logical Port 1

VM image :
vloop-vnf-ubuntu-14.04_20151216.qcow2
VM loopback apps :
testpmd, Version: 2.2.0

VNF: QemuDpdkVhostUser , 
Version : 2.5.0

Environment that the test was performed in:
OS: redhat 7.3 Maipo• 
Kernel Version: 3.10.0-470.el7.x86_64• 
NIC(s):• 

Intel Corporation Ethernet 10G 2P X520 Adapter (rev 01)• 
Intel Corporation Ethernet 10G 2P X520 Adapter (rev 01)• 

Board: Dell Inc. 0599V5 [2 sockets]• 
CPU:  Intel(R) Xeon(R) CPU E5-2637 v3 @ 3.50GHz• 
CPU cores: 16• 
Memory: 65759124 kB• 
Virtual Switch Set-up: pvp• 
vswitchperf: GIT tag: 07bab38905cf10cad6987bb9c5b302bbff2c6013• 
Traffi c Generator: Xena, Version: Xena2544 v2.43, GIT tag: None• 
vSwitch: OvsDpdkVhost, Version: None, GIT tag: None• 
DPDK Version: 2.2.0, GIT tag: None• 
VNF: QemuDpdkVhostUser, Version: 2.5.0, GIT tag: a8c40fa2d667e585382080db36ac44e216b37a1c• 
VM images:• 

vloop-vnf-ubuntu-14.04_20151216.qcow2• 
vloop-vnf-ubuntu-14.04_20151216.qcow2• 

VM loopback apps:• 
testpmd, Version: 2.2.0, GIT tag: None• 
testpmd, Version: 2.2.0, GIT tag: None• 

Figure 8. Redhat PVP_TPUT test deployment scenario
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RResults are obtained using:
10 total CPUs• 
5 virtual CPUs inside the guest• 
4 PMD threads fro DPDK• 
1 DPDK CPU for the vSwtich• 
All the important CPUs were pinned to a single NUMA for optimal performance.• 

Figure 9. Redhat PVP_TPUT test deployment scenario
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ROS: redhat 7.3 Maipo; CPU cores: 16; Virtual Switch Set-up: pvp, Traffi c Generator: Xena, Version: • 

Xena2544 v2.43; vSwitch: OvsDpdkVhost; DPDK Version: 2.2.0; VNF: QemuDpdkVhostUser, Version: 

2.5.0; NICs: 2 Intel Corporation Ethernet 10G 2P X520 Adapter

CONCLUSION

Using a generic and architecture agnostic vSwitch testing framework and associated tests to 

benchmark and test vSwitches is essential to the success of NFV deployment and can drive 

architectural changes to improve vSwitch throughput and determinism. Working closely with the 

OPNFV VSPerf community and other standardization organizations, Xena has the same view on the test 

methodology and can already provide advanced tools to run the test matrix developed by VSPerf for 

vSwitch benchmarking and result analysis.

As the project is continuously running and developing, Xena keeps adding new functions and 

applications into the product to meet the growing requirements of vSwitch performance testing and 

benchmarking from VSPerf.
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